
  

CSCI 252: Neural Networks
Prof. Levy

Architecture #7: 
Biologically Realistic Networks

Part I: The 
Neural Engineering Framework

(Eliasmith 2012;
Stewart 2012)



From Vectors to Neurons
•As we’ve seen, the fundamental 
datatype of neural networks is the 
vector.  

•To modify a vector and get a new 
vector, we typically multiply it by a 
matrix and then maybe pass the new 
vector through an activation function

•So what is “neural” about this?  Two 
possible answers ...

   



Connectionism: 
“Neurally Inspired”

• “Neural” nets are kinda like real nervous systems:
● Vector: population of neurons
● Matrix: connections (synapses) between neurons
● Activation function: nonlinear input/output 
response of neurons

● Learning: modification of synaptic weights
● But it doesn’t really matter, because neural nets 
are so useful!

• This has been the “answer” for most of the history 
of the field.

   



Taking Neurons Seriously
• Vectors are such a 
useful representation 
that there has to be 
something “correct” 
about them (PDP 
insight)

• But real neurons use 
other mechanisms 
(esp. temporal spike 
trains) to encode and 
transmit information

Krüger & Aiple 1988

https://www.youtube.com/watch?v=IhR2l3g43dw


Modeling a Spiking Neuron

Eliasmith 2012 Figs. 2.2., 2.3



Spike Trains: The  Leaky 
Integrate-and-Fire Model

• Probably the most popular 
model of neural spiking

• Represents an individual 
neuron as a resistor and 
capacitor wired in parallel

• Under a constant input 
current, the voltage 
accumulates (integrates) until 
it hits a threshold, at which 
point it resets

• Integration is “leaky”, so the 
accumulation doesn’t increase 
constantly for a constant input

https://neuronaldynamics.epfl.ch/online/Ch1.S3.html



Leaky Integrate-and-Fire 

https://icwww.epfl.ch/~gerstner/SPNM/node26.html



Standard vs. Leaky 
Integration



The Neural Engineering 
Framework

• Vectors are such a useful 
representation that there has 
to be something “correct” 
about them (PDP approach)

• But real neurons use other 
mechanisms (esp. spike trains) 
to encode and transmit 
information

• So what’s needed is a way of 
translating 
(encoding/decoding) between 
neurons and vectors.

   

2004



NEF
• Encoding: how can we convert a vector x whose 

values are changing over time into the spiking pattern 
of a population a of neurons (where |x| typically not 
equal to |a|)?

• Let’s start simple: consider a single time-varying value 
x and a single neuron with activation (spiking rate) a.

• The NEF says: a = G(αex + b)

• Where α and b are “tuning parameters”

• e is -1 or +1

• G is the nonlinear Gain function (subfigure B of Leaky 
Integrate-and-Fire slide)

   



1               X

T. Stewart (2012) https://pdfs.semanticscholar.org/a053/a0ebd7ddc90254f07aa798e73161bf3b3edd.pdf

Tuning Curves



Tuning Curves



From Tuning Curve to Spike Train

• a =50=50   e =+1    b = 10





Encoding more complicated signals 
via multiple tuning curves

• This gives us the general form for the encoder:            
                           a

i
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i
·
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)

• x is the vector we wish to encode at a given time

• ei is a constant weights vector of -1 and +1 values

• In practice a,
 
e, b can be random values



NEF: Decoder
•Encoding: given a vector x, what are 
the corresponding activations of the 
neural population a ?

•Decoding:  given the activations of a 
neural population a, what is the 
vector x that they encode?

•Here again, the Leaky Integrate-and-
Fire model helps us see what’s going 
on ....



NEF: Decoder

Note multiplication 
by -1

Sum of leaky-
integrated spikes



NEF: Decoder
•  From the previous slide, we can see that the decoder 

problem reduces to the problem of finding a set of 
weights by which to multiply each neural activation a

i
 

before summing to reconstruct the original signal 
value x.

• Specifically, the NEF says:

  where     is the reconstructed signal vector at a given    
  time, a

i
 is the activation of neuron i at that time, and d

i    

   
is the vector of weights for that neuron.

● Because this is a linear formula (sum of products), we 
can use linear least squares regression to obtain the 
weights d

i 
. 

x̂=∑
i

aid i

x̂



Decoding via Linear Least 
Squares

As usual, start with the simplest case: one neuron 
whose activation a encodes one value x

This is the theoretical 
(infinite-resolution) 
model of the encoder.  
What the decoder 
actually “sees” is a 
finite set of sampled a 
values ….

• a =50=50   e =+1    b = 10



Decoding via Linear Least 
Squares

This shows us a in 
relation to x. To see 
how we’ll decode; i.e., 
solve for x in terms of 
a, let’s swap axes …. 



Decoding via Linear Least 
Squares

Now solve for d:  x = a*d



Decoding via Linear Least 
Squares

This is obviously a 
pretty bad estimate, 
but with lots more 
neurons, we can get  
arbitrarily close to the 
original x



Multi-Layer Networks

T. Stewart (2012) https://pdfs.semanticscholar.org/a053/a0ebd7ddc90254f07aa798e73161bf3b3edd.pdf



NEF: Summary
• Three Principles 1

● Representation: A population of neurons collectively represents 
a time-varying vector of real numbers through non-linear 
encoding and linear decoding.

● Transformation: Linear and non-linear functions on those vectors 
are computed by linear decodings that are used to analytically 
compute the connections between populations of neurons.

● Dynamics:  The vectors represented by neural populations can 
be considered state variables in a (linear or non-linear) 
dynamical system, and recurrent connections can be computed 
using principle 2.

• Instead of implementing the algorithms directly, we can use the 
sophisticated Nengo Python library (https://nengo.ai) to build 
neural networks of arbitrary complexity.

1https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3880998/
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