
  

CSCI 252: Neural Networks
Prof. Levy

Architecture #3: 
Sparse Distributed Memory

(Kanerva 1988)



  

What we’ve seen so far
● Neural nets use vector representations of data as 

input
● SOM: Good at discovering patterns in the input 

vectors and displaying them in a 2D feature map
● Hopfield Net: An associative memory that can

– Store patterns and recover them when presented 
with a degraded (noisy) variant

– Solve computationally difficult (NP Complete) 
tasks like TSP using relaxation (“energy” 
minimization; Hopfield & Tank 1985)



  

Limitations of Hopfield Nets
(Dayhoff 1990 p. 43)

● Small capacity (e.g., TSP solver doesn’t work well 
for more than 10 cities)

● Uneven recall ability (confounding of inputs)
● Use of O(N2) weights is neurally plausible, but still 

impractical on most computers.  Some GPU 
implementations exist, but (unlike Deep Learning) 
there doesn’t seem to be much interest / activity.

●  Another associative memory, SDM, avoids the 
capacity issue in an interesting way …. 



  

From Hopfield to SDM
● In a Hopfield net, there’s a single bank of units, which 

are all connected to each other.

● Associations (weights) are learned by a simple 
Hebbian process: multiply each input by every other, 
so + + and - - give +; + - and - + give -

● So a Hopfield Net is kind of like a weird dictionary, 
where there’s no distinction between keys and values. 
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From Hopfield to SDM
An SDM respects the key / value distinction

● A set of p address vectors (keys), which are random 
vectors of dimension m.

● Each address is associated with a data vector (value)  
of dimension n.

Address Data

00101 .. 1 000...0

11010… 0 000...0

10100… 1 000...0

00110… 0 000...0

11010… 1 000...0

01010… 0 000...0

11000… 1 000...0

… …

00101 .. 1 000...0

● So SDM looks 
something like a  
Python dictionary.

● It also looks like a 
traditional computer 
memory, with a fixed 
number of physical 
addresses (p).



  

SDM vs. Computer Memory
Despite having a fixed number of physical addresses, an 
SDM differs from traditional memory (RAM) in several 
important way:

● The size each address m is much bigger in SDM: 
typically, m > 1000, vs. 32 or 64 bit addresses for 
RAM. Address Data

00101 .. 1 000...0

11010… 0 000...0

10100… 1 000...0

00110… 0 000...0

11010… 1 000...0

01010… 0 000...0

11000… 1 000...0

… …

00101 .. 1 000...0

● This makes the 
address space (# of 
potential address) 
much larger for 
SDM: 21000 >> 264



  

SDM vs. Computer Memory 
● In a traditional computer, all physical locations can be addressed; e.g., 232 = 

4GB, commonly available in hardware nowadays.

● In an SDM, the # of physical address p is MUCH smaller than the address 
space.  E.g., Kanerva suggests m =1,000 bits and p = 1,000,000 physical 
address: 1,000,000 < 21000

● Hence the terminology:

– Sparse (meaning #1): physical addresses are sparse in (vastly fewer than) 
potential address space.

– Sparse (meaning #2): only a small  fraction (2%) of the bits of each vector 
are 1; others are 0.  This criterion is less important for us in this course. 

– Distributed: address vectors are large, with each bit counting for very little. 
Indeed, for a given address vector, you can distort up to 30% of it (randomly 
flip bits), and its vector cosine will still be much close to its original form than 
to any other address vector.

●  Unsurprisingly, the addressing scheme (insertion / retrieval of data values) for 
SDM will be completely different from that of a traditional memory circuit.



  

SDM: Entering a New Data Item
● Given a new key/value pair, we must examine (loop over) 

all p physical addresses.

● For each physical address that is within some 
neighborhood “radius” (distance) d from our key address*, 
we enter the new value (bit vector) to the data vector at 
that address as follows:

* Sound familiar?

– Where a bit in the new value 
vector is 1, we add 1 to the 
corresponding position in the 
data vector.

– Where the new value bit is 0, 
we subtract 1.

(All figures from Denning 1989)



  

SDM: Retrieving Data
● Given a new key, we once again must examine (loop over) 

all p physical addresses.

● For our retrieved data item, we start with a new vector of  n 
zeros.

● For each physical address that 
is within radius d of our key 
address, we add the data 
vector at that address to our 
new vector.

● So now we have a summed 
vector of positive and negative 
values. Convert positive to 1 
and negative to 0, and that’s 
our “retrieved” data item.



  

SDM: What’s It Goodfer?
● A very flexible architecture: 

– If address size m = data size n, we have an auto-
associative memory.

– If m ≠ d, we have a hetero-associative memory.
●  Auto-associative version can be 

used to recover the “Platonic form” 
of an object based on various 
“degraded” versions of it

Auto-associate  patterns

Retrieve, then use retrieved to retrieve again
Plato Hume



  

SDM: What’s It Goodfer?
● We can even build a “hybrid” auto/hetero-associator 

that associates a given pattern with the next element 
in a sequence (e.g., image of a digit with image of next 
digit):



  

SDM: Additional Notes 
● For m = 1000, Kanerva recommends radius 

(neighborhood) d = 451.  So whatever m I’m using, I just 
multiply by 0.451.

●  Offers both coarse-grained parallelism and fine-grained 
parallelism:

– Coarse-grained: we can examine (and update) each 
physical address independent of any other, so it’s 
amenable to multi-threading

– Fine-grained: Vector operations (distance computation, 
addition) could be performed on a GPU or SIMD 
(several ops at a time) processor.

● Championed by Jeff Hawkins (Palm/Treo; now Redwood 
Neuroscience Institute) as a way forward for brain-like AI.  
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